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Abstract

Programmable data planes increasingly rely on stateful P4
programs to implement complex in-network functions. How-
ever, verifying and debugging these programs remains chal-
lenging because stateful temporal violations can span multi-
ple packets and different program locations. We introduce
P4Check, a tool that combines temporal verification with
statement-level debugging for stateful P4 programs. P4Check
uses a single definitional interpreter to execute P4 programs
symbolically for verification and concretely for counterexam-
ple replay. Its specification language combines observations
made while processing individual packets with temporal
properties over packet sequences. When verification refutes
a property, P4Check concretely replays the counterexample
to support interactive debugging. We evaluate the fidelity
of its executable semantics and its ability to detect bounded
violations in representative real-world P4 programs.

CCS Concepts

• Networks → Programming interfaces; • Software and

its engineering → Formal software verification; Soft-
ware testing and debugging.
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1 Introduction

Modern networks increasingly rely on programmable data
planes to implement packet-processing functions that were
traditionally fixed in network-device hardware. P4 is a domain-
specific language for specifying how programmable network
devices parse, process, and forward packets, in order to meet
specific service and operational requirements [6]. This flexi-
bility enables functions such as in-band telemetry [20], in-
trusion detection [8, 9], and traffic classification [1] to be
implemented directly in the data plane.

Much like conventional software, P4 programs can contain
subtle logic errors that are difficult to detect. For general-
purpose programming languages, developers can rely on
testing frameworks, debuggers, static analysers, and formal
verification tools, to identify and address such errors. Test-
ing and formal verification both aim to increase confidence
in program correctness, but they provide different guaran-
tees. Testing evaluates program behavior over a finite set
of selected inputs and execution scenarios, whereas formal
verification can prove that a specified property holds across
all inputs and executions captured by a formal model of the
program and its environment. When the property does not
hold, a verifier can return a counterexample, an input on
which the program violates it.

After more than a decade of development, P4 has a rich
ecosystem of developer tools, including testing and fuzzing
frameworks [7, 12, 13, 29], simulators and emulators [23],
and debuggers [27]. Numerous verification tools have also
been developed for P4. The absence of general-purpose loops
bounds program control flow, making automated verifica-
tion tractable. Even so, architecture-defined externs and re-
circulation, which can trigger repeated pipeline execution,
complicate faithful modeling of P4 programs.
Existing open-source P4 verification tools broadly fall

into two groups. Stand-alone verifiers check built-in or user-
supplied properties [10, 11, 15, 25, 28]. Their analyses range
from language-level safety within individual pipelines to
functional properties over complete device paths and tempo-
ral properties over packet sequences. The second group uses
interactive theorem provers to formalize a broader portion
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of P4’s operational semantics, with some frameworks also
supporting symbolic execution [2, 17, 26].
Across both groups, support for debugging property vio-

lations remains limited. For example, p4v [15] reconstructs
execution traces for failed assertions, while Aquila [25] lo-
calizes faults by evaluating candidate program modifications.
Neither, however, supports interactive exploration of a coun-
terexample execution. This matters most for stateful pro-
grams. A temporal property constrains the behavior of a
program over a sequence of packets, for example by requir-
ing that a response is forwarded whenever its request was
seen earlier. A counterexample to such a property spans sev-
eral packets, and the events responsible for the violation can
lie in different packets and at different program locations.

To address this gap, we introduce P4Check1, a verification-
to-debugging workflow for stateful P4 programs. P4Check’s
central novelty is bridging bounded temporal verification
with statement-level debugging through a single, shared
executable semantics of P416. Specifically, this paper makes
the following contributions:
• Integratedworkflow:Wepresent aworkflow that searches
every packet sequence up to a fixed length for a violation
of a temporal property and replays each counterexample
in an omniscient debugger [21], which records the execu-
tion so that the developer can step backward as well as
forward.

• Dual-mode interpreter:We give the semantics of P416 as
a definitional interpreter [22], a Haskell programwhose ex-
ecution defines the meaning of each construct. The same
interpreter runs symbolically for verification, with the
packet and table entries left as unknowns [14], and con-
cretely for replay, and it models pipeline semantics and
externs across multiple architecture families.

• Temporal navigation: We provide a two-layer specifica-
tion language for properties and an event-based breakpoint
language that enables forward and backward navigation
across statements and packet boundaries.

• Empirical evaluation: We validate P4Check against the
reference p4c compiler test suite, packet tests generated
by P4TestGen across 46 real-world programs, and repre-
sentative temporal verification benchmarks.
The remainder of this paper is organized as follows. Sec-

tion 2 introduces P4Check through a running example that
illustrates its verification-to-debugging workflow. Section 3
presents the P4Check design, including its architecture, spec-
ification language, and breakpoint language. In Section 4 we
evaluate its semantic conformance and verification perfor-
mance. In Section 5 we discuss related work, and Section 6
concludes the paper.

1P4Check is available open source at https://github.com/TommasoPacciani/
P4Check.

1 cur_window.read(w, 0);

2 opened_at.read(opened, 0);

3 if (standard_metadata.ingress_global_timestamp - opened >= T) {

4 w = w + 1;

5 cur_window.write(0, w);

6 opened_at.write(0, standard_metadata.ingress_global_timestamp);

7 }

8
9 if (meta.is_request == 1) {

10 seen.write(meta.flow_index, w + 1);

11 standard_metadata.egress_spec = EXTERNAL_PORT;

12 } else if (meta.is_response == 1) {

13 seen.read(s, meta.flow_index);

14 if (s == w + 1) {

15 standard_metadata.egress_spec = INTERNAL_PORT;

16 } else {

17 mark_to_drop(standard_metadata);

18 }

19 }

Figure 1: The causal core of the response-window fire-

wall. A request writes the current window stamp, while

a response is forwarded only if its stored stamp still

matches. Packet classification and bidirectional hash-

ing are omitted.

2 P4Check by Example

P4Check takes a P4 program and a property. It searches
every packet sequence up to a fixed length for one on which
the program violates the property. If it finds one, it reports
the sequence as a counterexample, together with the times-
tamps, table entries, and register contents the violation de-
pends on, and replays it in the debugger. We demonstrate
P4Check’s verification-to-debugging workflow using a state-
ful response-window firewall written in P416 for the v1model
architecture, inspired by [26]. The firewall admits an external
response packet only if a corresponding internal request was
observed within the preceding𝑇 time units. Packets arriving
on internal port 1 are requests, while those arriving on ex-
ternal port 2 are responses. Each packet’s TCP five-tuple is
hashed symmetrically to an index in a 256-cell register seen.
Two 1-element registers maintain a coarse-grained, packet-
driven time window: cur_window stores the active window
identifier w, and opened_at stores the timestamp opened when
that window started. When any packet arrives whose ingress
timestamp (standard_metadata.ingress_global_timestamp) is at
least 𝑇 time units beyond opened, the program advances w

and updates opened_at. When an internal request arrives, it
stamps its flow’s cell in seen with w + 1; the offset by one dis-
tinguishes an active stamp from the register’s initial value of
zero. When an external response arrives, it reads the stored
stamp s from seen and is admitted only when s == w + 1. Fig-
ure 1 shows the core logic of this program.

https://github.com/TommasoPacciani/P4Check
https://github.com/TommasoPacciani/P4Check
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∀𝑖 : bit⟨32⟩. ∀𝑡0 : bit⟨48⟩.

G
(
meta.flow_index = 𝑖 ∧ meta.is_request = 1

∧ standard_metadata.ingress_global_timestamp = 𝑡0

→ G
(
meta.flow_index = 𝑖 ∧ meta.is_response = 1

∧ standard_metadata.ingress_global_timestamp − 𝑡0 ≤ 𝑇

→ ¬drop
))

Figure 2: The response-window property. A response

mapped to the request’s cell and arriving nomore than

𝑇 time units later must not be dropped.

Table 1: Three-packet counterexample refuting the

response-window property (𝑇 = 106).

Epoch Type / Flow Time Window (𝑤 ) Stamp (𝑠) Result

0 Request, flow 𝑖 𝑇 − 1 0 1 Forwarded
1 Request, flow 𝑗 𝑇 0 → 1 2 Forwarded
2 Response, flow 𝑖 𝑇 + 1 1 1 Dropped (𝑠 ≠ 𝑤 + 1)

Temporal property. P4Checkmodels each completed packet
execution as one epoch. Figure 2 specifies the response-
window policy over packet epochs. Expressions in P4Check
are sampled at named program locations; in this example, all
expressions are observed at the end of ingress (MyIngress.end),
with explicit location annotations omitted for brevity. The
quantified cell index 𝑖 and request arrival time 𝑡0 are bound
when a request is observed and remain fixed as temporal
operators evaluate subsequent epochs.

The outerG operator quantifies over every epoch in which
a request is processed. When a request matches index 𝑖 at
timestamp 𝑡0, the inner G checks all subsequent epochs for a
response mapped to the same index 𝑖 arriving within 𝑇 time
units. The inner G is necessary because arbitrary packets
from other flows may interleave between a request and its
response.

Counterexample. P4Check refutes the property with a
three-packet counterexample, summarized in Table 1. Ini-
tially, all register cells hold zero. At epoch 0 (𝑡 = 𝑇 − 1), an
internal request for flow index 𝑖 arrives, stores the stamp
𝑠 = 𝑤 + 1 = 1, and is forwarded. At epoch 1 (𝑡 = 𝑇 ), an
unrelated internal request for index 𝑗 arrives; because𝑇 time
units have elapsed since window 0 opened, it advances the
global window𝑤 from 0 to 1. At epoch 2 (𝑡 = 𝑇 + 1), an ex-
ternal response for index 𝑖 arrives, only two time units after
its request. It reads its flow’s stamp 𝑠 = 1, but the admission
test expects 𝑠 == 𝑤 + 1 = 2, causing the firewall to drop a
valid, timely response.

Replay and diagnosis. P4Check concretizes this symbolic
counterexample and replays it through its concrete inter-
preter, recording an execution trace for the debugger. The
replay faithfully reproduces the drop at epoch 2, where the
debugger initially lands the developer. Inspecting the execu-
tion context confirms that 𝑠 = 1 and𝑤 = 1, so the condition
s == w + 1 fails. To locate where𝑤 was set, the developer can
navigate backward across the packet boundary using a tem-
poral breakpoint, before(when(cur_window.write)). This lands
directly at epoch 1, where an unrelated packet at index 𝑗

advanced the shared global window𝑤 from 0 to 1. Because
the global window counter is shared across all flows, advanc-
ing 𝑤 effectively invalidated flow 𝑖’s stamp just one time
unit after it was written, without ever touching cell 𝑖 . The
response at epoch 2 exposes the failure, but the preceding
packet at epoch 1 caused it.

Repair. The check in Figure 1 admits a response only when
its stored stamp satisfies s == w + 1. A stamp recorded in
window𝑤 holds the value𝑤 + 1. When an unrelated packet
triggers a rotation, the global counter increments to𝑤 + 1.
As a result, the previously recorded stamp now equals the
current value of w. To prevent premature eviction, the repair
also admits a response if its stamp matches s == w, provided
the stamp is nonzero:

if (s != 0 && (s == w + 1 || s == w)) {

standard_metadata.egress_spec = INTERNAL_PORT;

}

A stamp now remains valid across two consecutive win-
dows. Each rotation updates opened_at and requires at least
𝑇 elapsed time units before the next rotation can occur. Con-
secutive rotations are therefore separated by at least 𝑇 time
units. Consequently, every request remains authorized for
at least 𝑇 time units regardless of when it arrived within
its window. The guard s != 0 prevents admitting uninitial-
ized flows. Before the first rotation, both an unrecorded cell
and the window counter w are zero. Without the nonzero
guard, unsolicited external packets would match s == w im-
mediately.
After applying this repair, rerunning P4Check on the re-

paired program reveals no counterexample within the con-
figured packet bound. While the repair guarantees that re-
quests remain valid for at least𝑇 time units, a request may re-
main authorized longer because window rotations are driven
solely by packet arrivals. Enforcing an exact upper bound
on authorization would require per-cell timestamps instead
of a shared global window.

3 P4Check System Design

Architecture. Figure 3 shows how P4Check connects ver-
ification with debugging. At its center is a definitional P4
interpreter implemented in Haskell. The interpreter uses
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Figure 3: P4Check checks temporal properties by sym-

bolically interpreting a P4 program. When a property

is refuted, the same interpreter replays the concrete

counterexample and records the execution trace pre-

sented in the debugger.

Grisette [16], a symbolic-execution library that provides an
API for writing interpreters that can run in either concrete or
symbolic mode. P4Check uses concrete execution for coun-
terexample replay and symbolic execution for verification.
(1) Frontend and instrumentation. Given a P4 program
and property, the frontend parses and type-checks the P4
source to produce an abstract syntax tree (AST). It then
instruments the AST with ghost variables that capture the
runtime observations referenced by the property.
(2) Symbolic execution. The Grisette-based interpreter ex-
ecutes the instrumented AST in symbolic mode. In this mode
the packet, its metadata, and the table entries are symbolic,
that is, they stand for unknown values. A single run therefore
covers every path through the program and produces a for-
mula that relates these symbolic values to the observations
of the property.
(3) Verification. Symbolic execution characterizes the pro-
cessing of one packet, and model checking links repeated
symbolic executions through persistent state to determine
whether a packet sequence violates the property. P4Check
uses bounded model checking [5], which considers packet
sequences up to a fixed length. The Z3 SMT solver decides
whether some assignment to the symbolic values of such a
sequence violates the property. A satisfying assignment is
a counterexample. If there is none, the property holds for
every sequence within the bound, which does not prove it
for longer ones.

For most constructs, the symbolic and concrete modes are
provided by a single interpreter using the Grisette API. In
a few cases, P4Check uses overapproximations, allowing
the symbolic model to admit behaviors beyond those strictly
realizable by concrete execution. For example, complex hash
functions cannot be efficiently evaluated symbolically, so the

verifier overapproximates them as unconstrained symbolic
variables. To ensure that an overapproximation does not
result in spurious counterexamples, we use the concrete
interpreter to validate the counterexample.
(4) Counterexample generation.When generating a coun-
terexample, overapproximations such as table choices are
converted into inputs the concrete interpreter can consume.
For example, a symbolic table-action choice is translated
into concrete control-plane entries that reproduce the same
behavior during replay. The counterexample also contains
the packet sequence, required architecture-specific inputs
such as timestamps, and any other assignments needed to
reproduce the violation. For example, an uninitialized regis-
ter may allow an arbitrary value to be read. If the violation
depends on this free choice, the counterexample must retain
the chosen value so that concrete replay can reproduce it
accurately.
(5) Replay and execution trace generation. The inter-
preter replays the counterexample in concrete mode and
records a source-level execution trace. The debugger oper-
ates over this trace and allows the developer to step backward
and forward through the execution and inspect values at any
point.
(6) Debugging. Because multi-packet execution traces can
contain many fine-grained statement-level events, manual
stepping can be tedious. P4Check therefore provides a break-
point language for navigating the trace to relevant program
points. The debugger automatically pre-populates break-
points targeting the observations in the verified property,
while also letting developers write custom queries.

3.1 Specification Language

P4Check’s specification language has two layers. Intra-packet
observations describe values, control-flow events, packet in-
puts, and packet outcomes within a single packet-processing
epoch. Inter-packet Linear Temporal Logic (LTL) [4] formu-
las relate those observations across epochs to express tempo-
ral properties over packet sequences. Figure 4 presents the
resulting language.

Intra-packet observations Inter-packet formulas

loc ::= 𝑞.begin | 𝑞.end 𝜑 ::= atom | ¬𝜑 | 𝜑1 ∧ 𝜑2
𝑜 ::= 𝑒@loc | hit@𝑞 | drop | X𝜑 | 𝜑1 U 𝜑2

| portin | portout | ∀𝑥 . 𝜑
atom ::= 𝑜 | const | ¬atom | atom1 ⊕ atom2

| if atom then atom [else atom]

Figure 4: A shared intra-packet observation language

and its epoch-level LTL composition.

The metavariable 𝑜 ranges over primitive observations,
while atom ranges over typed expressions that combine their
values. The observation 𝑒@loc evaluates the P4 expression 𝑒



P4Check: Verification and Debugging for Stateful P4 Programs EuroP4 ’26, December 07–10, 2026, Utrecht, Netherlands

at the selected boundary. Here 𝑞 denotes a program, control,
table, action, or other named semantic block, while begin

and end refer to its entry and exit points.
The observation hit@𝑞 is Boolean and records whether

execution reaches the block. Similarly, the Boolean obser-
vation drop indicates that packet processing produces no
output packet, while portin and portout expose the packet’s
ingress and egress ports. Constants, conditionals, and the
operators represented by ⊕ form typed expressions over
these observed values; only Boolean expressions may occur
as atomic propositions of an LTL formula.

Each epoch supplies one Boolean valuation for the atomic
propositions in an LTL formula. TheX andU operators there-
fore advance between packet-processing epochs rather than
between events within an epoch. X𝜑 holds at an epoch if 𝜑
holds at the next one. 𝜑1 U𝜑2 holds if 𝜑2 holds at the current
or a later epoch and 𝜑1 holds at every epoch before it. Impli-
cation and G are derived operators. G𝜑 , read as globally 𝜑 ,
holds when 𝜑 holds at the current epoch and at every later
one. Persistent P4 state, such as register contents, carries
information from one epoch to the next. Finally, the quanti-
fier ∀𝑥 . 𝜑 introduces a symbolic P4 value that is fixed across
the complete execution, allowing a property, for example, to
refer to an arbitrary register index.

Breakpoint language. The debugger represents a replay as
source-level events that record entry to or exit from a P4
construct together with the concrete program state. Event
predicates combine P4 expressions with source locations.
The breakpoint when 𝑝 stops at the first event satisfying
𝑝 . The breakpoint 𝑝1 until 𝑝2 returns the event where 𝑝1
first becomes true if it remains true until a later event sat-
isfies 𝑝2. The operators after and before restrict where the
debugger searches for another breakpoint. Unlike the epoch-
level temporal operators in a verification specification, these
operators advance between statement-level events and can
navigate within one packet or across packet boundaries.

4 Evaluation

In the following we evaluate P4Check along two axes: (1) the
fidelity of its concrete execution semantics and (2) its verifica-
tion performance against P4TV [28] on stateful benchmarks.

4.1 Semantic validation

We evaluate P4Check’s concrete execution semantics against
two independent sources of expected behavior. First, P4Check
executes the runtime test cases of p4c, the reference P4 com-
piler [19]. Each case pairs a P4 program with an STF (Simple
Test Framework) script that feeds input packets and records
the expected output packets. P4Check passes 202 of the 262
runtime cases (77.1%). Of the remaining cases, 35 stop before

execution because of unsupported P4 constructs or type-
checking failures, one uses an unsupported STF construct,
and 24 complete execution but produce an incorrect output.
Among the 226 cases for which an output can be compared,
P4Check matches the expected output in 202 cases (89.4%).
The p4c cases test the compiler. They cover the core lan-

guage but not all externs, such as checksums and cloning. We
therefore also use P4TestGen [24] to generate input-output
pairs for feasible execution paths through real-world P4 pro-
grams. With the STF backend and a limit of 150 cases per
program, the recorded evaluation contains 3,156 cases: all
3,002 generated cases for 44 programs and 154 cases from
two additional programs. P4Check matches P4TestGen’s ex-
pected output in 1,402 of the 1,691 cases that reach output
comparison (82.9%). It matches every generated case for 11
of the 44 fully evaluated programs. Of the other recorded
cases, 1,465 stop before output comparison because parsing
or compilation fails or the case exercises an unsupported
feature, including deprecated primitives and the v1model
log-message extern. In the remaining 289 cases, execution
completes, but P4Check’s output disagrees with P4TestGen’s
expected output.
These results show that P4Check agrees with the refer-

ence output in most cases that reach execution, including
complete agreement for 11 real-world programs. The 24 p4c
mismatches and 289 P4TestGen mismatches nevertheless
show that its executable semantics does not yet cover all
expected P4 behavior.

4.2 Verification results and performance

We compare P4Check with P4TV [28], the only other tool
that checks temporal properties of P4 programs. Table 3
reports the time each tool needs on eight cases. Each case
pairs a P4 program with a temporal property that does not
hold. Four cases come from P4TV’s evaluation unchanged.
For the other four we took a program from that evaluation
whose property holds and injected a bug by changing one
statement. We left out the two largest programs, Blink and
NDN. We compare performance only on finding violations,
because bounded model checking proves a property by ex-
haustion, which is too costly for these programs. For each
case, both tools receive the same P4 program and property.
We ran both on an AMD Ryzen 9 PRO 8945HS with 64 GB
of memory under Ubuntu 24.04, with Z3 4.16.0 for P4Check
and P4TV in a Docker container. The property is written
in P4TV’s LTL input language, and P4Check translates it
into its specification language (Section 3.1). The translation
covers every construct used by the benchmark properties,
but not all of P4LTL. P4Check searches packet sequences
of increasing length and stops at the first counterexample,
whereas P4TV performs unbounded temporal verification.
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Verification scope Diagnosis Breadth

Tool
Stateful

P4
Temporal
specs.

Concrete
CEX

Auto-
localize

CEX
exploration

Multi-
arch. Open

ASSERT-P4 [11, 18] ∼ ∼ ✓

p4v [15] ✓ ✓

bf4 [10] ✓ ∼ ✓

Aquila [25] ✓ ✓ ✓

P4TV [28] ✓ ✓ ✓ ∼ ✓

HOL4P4 [2, 17] ✓ ✓ ✓

P4Check ✓ ✓ ✓ ✓ ✓ ✓

Table 2: Capabilities of selected P4 verification tools. A check mark denotes support, ∼ partial support, and an

empty cell no support. CEX stands for counterexample.

Table 3: Time to find a counterexample. Row numbers

refer to Table 2 of the P4TV paper [28]. An asterisk

marks an injected bug.

Program P4TV row P4Check P4TV

BFS 1∗ 10.9 s 59.5 s
P4-CoDel 4∗ 12.4 s 215.7 s
DFS 5∗ 9.2 s 37.7 s
P4NIS 9 11.2 s 137.7 s
P4sp 13 7.2 s 73.5 s
P4sp 15 7.4 s 77.3 s
P4xos acceptor 18 29.9 s 178.0 s
P4xos learner 19∗ 25.6 s timeout (240 s)

P4Check finds a counterexample in all eight cases, in 7.2 to
29.9 seconds. P4TV reports the violation in seven cases and
needs between 37.7 and 215.7 seconds, so P4Check shows a
speedup of 4.1× to 17.4× over P4TV. On the P4xos learner
case P4TV reaches the timeout of 240 seconds. This is un-
expected, since it proves the same property on the original
program in 21.5 seconds.
Every counterexample in Table 3 has only two packets,

which is a best case for a bounded search. We therefore also
experimentedwith a programwhose property is first violated
at packet 𝑁 . By varying 𝑁 we found that P4Check’s time
grows with 𝑁 , and that from about ten packets on P4TV is
faster.

5 Related Work

Table 2 summarizes the verification scope, diagnosis support
and architecture coverage of existing P4 verification tools.

bf4 [10] checks safety properties that apply to any P4 pro-
gram, such as invalid header accesses and out-of-bounds reg-
ister accesses. ASSERT-P4 [11, 18], p4v [15] and Aquila [25]
check user-specified assertions about the processing of a

single packet, and Aquila also localizes the program parts
that contribute to a failure. HOL4P4 [3, 17] and Verifiable
P4 [26] formalize the semantics of P4 in interactive theorem
provers. P4TestGen [24] generates input-output tests for the
control-flow paths of a P4 program.

P4TV [28] is the only other tool that verifies temporal prop-
erties over packet sequences. It can refer to header, metadata,
and register values only at packet-processing boundaries,
and it fully supports only the v1model architecture. P4Check
instead observes P4 expressions at named program locations,
supports multiple architecture families, and provides a debug-
ger to inspect counterexample executions across statements
and packet boundaries.

6 Conclusion

P4Check connects bounded temporal verification with con-
crete replay and statement-level debugging through a shared
executable P4 semantics. In the response-window example,
P4Check concretizes a symbolic counterexample into an ex-
ecution trace, allowing the developer to follow the dropped
response backward to the preceding packet’s causal state up-
date. P4Check agrees with most reference outputs in cases
that reach output comparison, but its semantics still produces
output mismatches. On the benchmark cases, whose coun-
terexamples have two packets, it is 4.1× to 17.4× faster than
P4TV. In a separate experiment we see that P4Check’s time
grows with the length of the counterexample, and that P4TV
is faster on long counterexamples. The current prototype
therefore does not match P4TV’s performance in general. To
close this gap, future work will add the ability to call external
model checkers, like P4TV does. We will also broaden seman-
tic coverage. By connecting temporal property violations to
the program events that caused them, P4Check helps devel-
opers move from detecting failures to understanding their
causes.
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